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ABSTRACT 
 

The retail sector in Nigeria faces numerous challenges, including fluctuating consumer demand, 
economic instability, and inadequate data-driven decision-making. Accurate sales forecasting is 
critical for optimizing inventory management, reducing operational costs, and enhancing customer 
satisfaction. This paper presents a robust model for predicting retail sales using machine learning 
techniques. By leveraging historical sales data and other relevant variables, we developed and 
tested several Machine Learning algorithms, including Linear Regression, Support Vector 
Regressor (SVR), Random Forest, and Gradient Boosting. Our methodology involved data 
preprocessing, feature selection, model training, and validation using a comprehensive dataset 
obtained from an electronics retail outlet in Nigeria. The results indicate that the Gradient Boosting 
model outperforms other algorithms, achieving the highest accuracy and lowest error rates. The 
study concludes that implementing such predictive models can significantly improve the efficiency 
and profitability of retail operations in Nigeria.  
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1. INTRODUCTION 
 
Retail sales prediction is a crucial aspect of business strategy within the retail sector (Fildes, Ma, 
& Kolassa, 2019). Accurate sales forecasts enable retailers to manage inventory more effectively, 
plan promotions, allocate resources, and ultimately improve customer satisfaction. Predicting sales 
accurately has become a complex challenge for most retail companies due to the numerous factors 
involved in the process (Linoff & Berry, 2011). The rapid growth of data availability and advances 
in computational power have paved the way for the application of sophisticated machine learning 
techniques to enhance the accuracy of sales predictions (Jagadish et al., 2014). 
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Traditionally, retailers have relied on time-series models and statistical methods for forecasting 
sales. While these methods offer some predictive power, they often fall short in capturing complex, 
non-linear relationships inherent in retail data (Fildes, Ma, & Kolassa, 2019). Recent studies have 
demonstrated that machine learning models can significantly outperform traditional methods by 
leveraging large datasets and identifying intricate patterns within the data (Makridakis, Spiliotis, & 
Assimakopoulos, 2018). This paper presents a model for predicting retail sales in Nigeria using 
various machine learning algorithms. We explored the potential of ML techniques such as Linear 
Regression, Decision Trees, Random Forest, and Gradient Boosting Algorithms to forecast sales 
more accurately than traditional methods. 
 
Our study involved collecting and preprocessing data from a local electronics sales outlet in Nigeria, 
ensuring the model's applicability and robustness over a four-year period. We employed a range of 
performance evaluation metrics, such as Mean Absolute Error (MAE), Root Mean Squared Error 
(RMSE), and R-squared, to assess the model's accuracy and reliability. The findings from this 
research not only advance the existing literature on retail sales prediction but also offer practical 
implications for retailers. By adopting the proposed machine learning-based approach, retailers can 
achieve more accurate sales forecasts, leading to improved inventory management, better 
resource allocation, and enhanced customer satisfaction. 
 
2. RELATED WORKS 
 
Retail sales prediction has been a subject of extensive research and practical application across 
various domains. Several studies have explored different machine learning techniques to enhance 
the accuracy and reliability of sales forecasting. This section reviews key contributions in this area, 
highlighting the methodologies and findings of notable research. Cheriyan et al. (2018) evaluated 
the performance of classification algorithms using metrics such as classification accuracy, 
confusion matrix, Root Mean Square Error (RMSE), Mean Square Error (MSE), and Absolute Error. 
They employed the Gradient Boost Algorithm, Decision Tree Algorithms, and Generalized Linear 
Model, concluding that the Gradient Boost Algorithm is the best-suited predictive model for sales 
trend forecasting, achieving an accuracy rate of approximately 98%. The study demonstrated the 
superiority of the Gradient Boosted Tree (GBT) model through performance evaluation measures, 
including precision, recall, and Kappa values. 
 
Raizada et al. (2021) conducted a comparative analysis of various supervised machine learning 
techniques for forecasting the sales of Walmart Store. They highlighted the significance of external 
factors like unemployment rate, holiday weeks, and CPI in sales prediction. The research 
emphasized the effectiveness of ensemble learning models, especially when historical data is 
limited. Based on their dataset, the Extra Tree Regression Technique emerged as the most suitable 
for predicting Walmart Store future sales, followed by Random Forest Regression. Nana et al. 
(2022) emphasized the importance of data analysis in retail due to the exponential growth in data 
and evolving customer behaviors.  
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They proposed a machine learning-based sales prediction framework utilizing algorithms such as 
Generalized Linear Model (GLM), Gradient Boosted Trees (GBT), and Decision Trees. Their 
performance analysis identified the Gradient Boost Algorithm as the most effective model for sales 
forecasting, focusing on predicting future sales trends and product quantities. Monica and 
Sundararajan (2023) underscored the importance of predictive sales analysis for organizations to 
make informed decisions and maintain competitiveness. Employing machine learning algorithms 
like Linear Regression and Gradient Boost, the study predicted future sales of Rossman Stores 
based on past sales data. Evaluation metrics included mean absolute error, mean squared error, 
R2 score, and accuracy. The findings suggested that machine learning significantly contributes to 
resource allocation, production planning, and marketing strategies, enabling organizations to adapt 
to dynamic market conditions. 
 
Saraswathi et al. (2021) focused on sales prediction for Rossman stores using machine learning 
algorithms, recognizing the importance of sales forecasting in modern business intelligence. They 
used Linear Regression and Logistic Regression models, training and testing both Simple Linear 
Regression (SLR) and Multiple Linear Regression (MLR) on the Rossman stores sales dataset. Both 
models returned good training and testing scores, emphasizing the significance of accurate sales 
projections in enhancing demand growth and sales generation. Xie and Zhang (2020) developed 
an efficient and accurate sales forecasting model using eXtreme Gradient Boosting (XGBoost). The 
model development involved feature engineering and utilized historical sales data for forecasting 
future sales amounts. Their experiment on a publicly available Walmart retail goods dataset from 
a Kaggle competition demonstrated high accuracy with reduced computing time and memory 
resources, showcasing the effectiveness of the XGBoost model in sales prediction. 
 
Haichen et al. (2020) explored predicting future sales changes of retail products using time series 
data, crucial for effective management and resource planning in retail companies. They analyzed 
various forecasting methods, including traditional time series models, hybrid models combining 
time series and machine learning, and standalone machine learning models. The Prophet model 
and the LightGBM machine learning model were trained and tested on the Walmart supermarket 
sales data, evaluated using RMSE, indicating good performance for both models. This study 
provided new insights for category and region-specific sales forecasting. 
 
Mallik et al. (2022) conducted a comprehensive survey on sales forecasting models using machine 
learning algorithms. They explored different models and techniques to improve the efficiency of 
future sales prediction, including Support Vector Machine (SVM), Decision Tree (DT), Linear 
Regression, and Random Forest, along with K-Nearest Neighbors, K-means Clustering, and Logistic 
Regression for review classification. The findings suggested that Random Forest performed best 
for sales forecasting, exhibiting the lowest RMSE, while Logistic Regression was most accurate for 
review classification. 
 
These studies collectively highlight the advancements in machine learning techniques for sales 
prediction, showcasing the effectiveness of various algorithms and methodologies in different retail 
contexts. While significant progress has been made, there remains potential for further research to 
tailor these techniques to specific retail environments and datasets. 
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3. METHODOLOGY 
 
The successful execution of this study necessitated a systematic approach to developing a 
predictive model. Figure 1 depicts the proposed methodology for the sales prediction model. The 
process began with data collection, which then transitioned into data preprocessing involving 
several sub-activities. Following preprocessing, the next steps were model building and training, 
using the cleaned dataset, and subsequent testing. The methodology concluded with the 
development of the sales forecasting model, finalized after satisfactory testing and performance 
evaluation. 
 

 
 

Figure 1: Proposed Methodology for Sales Forecasting Model 
 
3.1 Dataset and Experiment Discussion 
The primary sales data used for the prediction model was collected from God’s Riches Electronics 
store located in Dugbe, Ibadan, Nigeria. The dataset covers sales for four consecutive years, from 
January 1, 2020, to January 31, 2024. It comprises 6,064 instances with seven attributes, among 
which Date, Product_category, Product_quantity and Product_sales serve as the main features. 
Table 1 shows the description of the dataset’s features. The data was split in an 80:20 ratio, where 
80 percent was used for training the models and the remaining 20 percent was used for testing 
and evaluating the models’ performance. 
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Table 1: Feature Description of Sales Data 
S/N Features  Description 

1. Date Date of the sales transaction 

2. Customer_name Name of the customer who made the purchase 

3. Customer_number Mobile number of the customer 

4. Product_category Category of the product purchased 

5. Rate Unit price of the product purchased 

6. Product_quantity Quantity of the product purchased 

7. Product_sales Sales revenue generated from the product 

 
3.1.1 Experimentation Steps 

1. Importing Necessary Libraries: The initial step involved importing essential Python libraries 
used for building the model, including numpy, pandas, matplotlib, seaborn, and sklearn. 

2. Loading the Dataset: This step consisted of loading the dataset from a CSV file into the IDE. 
3. Cleaning the Data: During data cleaning, columns that did not contribute to the final results 

were removed. Specifically, the Customer_name, Customer_number, and Rate columns 
were dropped. 

4. Handling Missing Values: It was crucial to address missing data to ensure consistency in 
the dataset. Missing values were found in the Product_category, Product_quantity, and 
Product_sales columns. For Product_category, records with missing values were dropped. 
For Product_quantity and Product_sales, missing values were filled with the mean of the 
remaining entries in each column. 

5. Encoding Categorical Data: Machine learning models require numerical data, so categorical 
data was encoded using the One-hot Encoder from the sklearn library. The 
Product_category feature was encoded in this manner. 

6. Feature Scaling: To enhance accuracy and reduce error, feature scaling was performed 
using the StandardScaler class from sklearn. This process involved standardizing the 
Product_quantity and Product_sales features. 

7. Extracting Independent and Dependent Variables: Independent variables, which influence 
the prediction but are not altered by the outcome, included Product_category, 
Product_quantity, ‘Day’, ‘Month’, and ‘Year’ (extracted from the ‘Date’ column). The 
dependent variable, which is the target output, was Product_sales. 

8. Splitting the Dataset into Training and Test Sets: To prevent overfitting, the dataset was 
split into training and testing sets in an 80:20 ratio, rather than using separate datasets for 
training and testing. 

9. Building the Predictive Model: Predictive models were built using Linear Regression, SVR, 
Random Forest Regressor, and Gradient Boost Regressor to forecast the sales of the 
electronics store. 
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10. Evaluating the Model: The performance of the predictive models was evaluated using Mean 
Absolute Error, Mean Squared Error, Root Mean Squared Error, and R-squared Score. Mean 
Absolute Error (MAE) measures the average magnitude of errors in predictions, providing a 
straightforward interpretation of model accuracy. Mean Squared Error (MSE) emphasizes 
larger errors by squaring them, making it useful for identifying significant prediction 
discrepancies. Root Mean Squared Error (RMSE) is the square root of MSE, offering a metric 
in the same units as the target variable and making it easier to interpret. R-squared Score 
(R²) indicates the proportion of variance in the dependent variable that is predictable from 
the independent variables, with higher values signifying better model fit and explanatory 
power. 
 

3.1.2 Algorithms Used 
Linear Regression 
Linear Regression is a fundamental supervised learning algorithm used for predictive analysis 
(James et al., 2013). It works on the principle of fitting a linear equation to observed data points to 
predict the dependent variable (sales in our case) based on one or more independent variables 
(features such as time, price, promotions, etc.) (Montgomery et al., 2012). In the context of sales 
prediction, linear regression attempts to establish a linear relationship between the input features 
and the target variable, enabling us to make predictions on future sales volumes. The algorithm 
aims to minimize the difference between the observed and predicted values by adjusting the 
parameters (slope and intercept) of the linear equation using optimization techniques like Ordinary 
Least Squares (OLS) or Gradient Descent. While linear regression is relatively simple compared to 
other machine learning algorithms, it can still yield valuable insights into the underlying trends and 
patterns in the data, especially when dealing with linear relationships between features and sales 
(Hastie et al., 2009). 
 
Support Vector Machine (SVM) 
Support Vector Machine (SVM) is a powerful supervised learning algorithm primarily used for 
classification tasks, but it can also be adapted for regression tasks, known as Support Vector 
Regression (SVR) (Smola & Scholkopf, 2004). In sales prediction, SVR aims to find the optimal 
hyperplane that best separates the data into different classes while maximizing the margin 
between them. The algorithm achieves this by mapping the input features into a higher-dimensional 
feature space using a kernel function—such as linear, polynomial, or radial basis function (RBF)—
and then finding the hyperplane that maximizes the margin in this space (Cortes & Vapnik, 1995). 
In SVR, the focus shifts from fitting the largest possible margin between classes to fitting as many 
instances as possible on the margin, while limiting violations (Drucker et al., 1997). This makes 
SVMs particularly effective in high-dimensional spaces and robust against overfitting, which is 
beneficial for sales prediction tasks where the number of features may be large relative to the 
number of samples. By leveraging these strengths, SVR can effectively handle complex 
relationships within sales data to make accurate predictions (Chang & Lin, 2011). 
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Random Forest Algorithm 
The Random Forest algorithm is a powerful ensemble machine learning technique that builds on 
the bagging (Bootstrapped Aggregation) of Decision Trees (Breiman, 2001). Bagging reduces 
variance by training multiple weak models (Decision Trees) on randomly generated bootstrapped 
samples of the dataset and combining their predictions through averaging or max-voting. In 
Random Forest, each Decision Tree learns from an independently bootstrapped sample of the data, 
with the initial split chosen based on the feature with the best Information Gain and entropy, and 
the tree is iteratively split until it reaches the desired depth (Ho, 1995). Random Forest's strength 
lies in its ability to reduce variance and improve accuracy by combining the predictions of multiple 
Decision Trees, forming a "forest" of trees. It effectively handles multi-dimensional data by using 
only a subset of features at each iteration. Additionally, Random Forest is robust to missing data, 
maintaining consistent accuracy even with incomplete datasets (Cutler & Zhao, 2001). This 
versatility and reliability make it a widely used algorithm in various machine learning applications. 
 
Gradient Boosting 
Gradient Boosting is an ensemble learning technique that enhances predictive accuracy by 
combining the predictions of several base estimators, typically decision trees. Unlike Random 
Forest, which builds multiple decision trees independently, Gradient Boosting builds trees 
sequentially, with each tree correcting the errors of its predecessor (Friedman, 2002). In sales 
prediction, Gradient Boosting works by iteratively fitting new models to the residual errors of the 
previous model until a predefined stopping criterion, such as a maximum number of iterations or 
minimal improvement, is reached (Natekin & Knoll, 2013). This process gradually reduces the 
overall prediction error, resulting in a strong predictive model. Known for its high predictive 
accuracy and flexibility, Gradient Boosting can handle various data types but may be more 
computationally expensive and prone to overfitting, especially with noisy or high-dimensional data 
(Hastie et al., 2009).  
 
4. RESULTS 
 
4.1 Data Visualization 

 
Figure 2: Total Sales Trend Over Time 
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The line plot in Figure 2 visualizes the trend of total sales of the store over time. It reveals a recurring 
pattern where total sales decrease towards the end of each year but experience a significant spike 
at the beginning of a new year. This pattern suggests a seasonal trend in sales, possibly influenced 
by factors such as holidays, promotions, or changes in consumer behaviour. 
 

 
Figure 3: Total Sales Distribution by Month 

 
The bar plot in Figure 3 illustrates the distribution of total sales across different months. It reveals 
that the store's sales consistently peak during the first two months of the year and gradually 
decrease towards the middle of the year. This observation aligns with the seasonal trend identified 
earlier, indicating that the store experiences higher sales at the beginning of the year, possibly due 
to factors such as post-holiday shopping or new year promotions, followed by a gradual decline in 
sales in the subsequent months. 
 

 
Figure 4: Distribution of Total Sales per Product 
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The boxplot in Figure 4 presents the distribution of total sales for each product. It highlights that 
electricity generator is the product with the highest demand, accounting for the largest portion of 
the store's sales. Following the generator, the freezer, fan, and air conditioner also contribute 
significantly to the store's sales, albeit to a lesser extent compared to the generator. This 
visualization underscores the relative popularity and demand for different products in the store, 
with the generator emerging as the top-selling item. 
 

 
Figure 5: Top Selling Products 

 
The bar chart in Figure 5 depicts the top-selling products based on the store's total sales. Once 
again, electricity generator emerges as the highest-performing product in terms of sales, followed 
by the freezer, fan, and air conditioner. This visualization reaffirms the dominance of the generator 
as the most sought-after item in the store, with other products trailing behind in terms of sales 
performance. 

 
Figure 6: Product Sales Distribution by Year 
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The bar chart in Figure 6 explores the variation in sales across different years to identify any long-
term trends. It indicates a significant increase in the store’s total sales volume over the years. This 
visualization highlights the positive growth trajectory of the store's sales, suggesting a promising 
trend of increasing sales volume over time. 
 

 
Figure 7: Average Price of Products Over Time 

 
The line plot in Figure 7 depicts the average price of products over time. It reveals a noticeable 
increase in the prices of the store's products over the years. This upward trend in prices indicates 
a potential inflationary effect or changes in pricing strategies over time, which could have 
implications for consumer behavior and purchasing patterns. 
 

 
Figure 8: Correlation Matrix of Dataset Features 
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Figure 8 presents a heatmap visualizing the correlations among the different features in the 
dataset. This visualization helps identify features that are highly correlated with each other. In this 
case, it was observed that the "Rate" and "Product_sales" features exhibit a strong correlation. 
Consequently, the decision was made to drop the "Rate" feature from the dataset to mitigate 
multicollinearity and potential issues it may cause in model training and interpretation. This 
preprocessing step ensures that the dataset is optimized for accurate model building and 
prediction.  
 
4.2 Model Performance Visualization 
The prediction results of each model for the test data is visualized in Figures 9 to 12. 
 

 
Figure 9: Sales Prediction using Random Forest Regression Model 

 
The plot in Figure 9 shows a strong alignment of points along the diagonal line, indicating accurate 
predictions overall. However, a few outliers suggest instances where the model's predictions 
deviate from the actual values. Overall, the plot demonstrates the model's effectiveness in 
predicting 'Product_sales', with relatively accurate predictions.  
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Figure 10: Sales Prediction using Linear Regression Model 

 
In Figure 10, the points in the plot are largely scattered around the diagonal line, indicating a very 
low level of accuracy in predicting 'Product_sales'. More so, there are obvious deviations from the 
line, indicating several areas where the model's predictions differ from the actual values. This 
suggests that the model may be unable to capture all the underlying relationships in the data. 

 

 
Figure 11: Sales Prediction using SVR Model 
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In Figure 11, the points exhibit strong non-alignment to the diagonal line, indicating very poor 
accuracy in predicting 'Product_sales'. Also, there are several outliers where the model's predictions 
are significantly different from the actual values. This suggests that the model may struggle with 
certain patterns in the data, leading to less accurate predictions in those instances.  

 

 
Figure 12: Sales Prediction using Gradient Boosting Model 

 
In Figure 12, the points show a tighter cluster around the diagonal line compared to the other 
models, suggesting higher accuracy in predicting 'Product_sales'. However, there are still a few 
outliers, indicating areas where the model's predictions deviate from the actual values. Overall, the 
plot suggests that Gradient Boosting performs well in predicting 'Product_sales', with relatively 
accurate predictions. 
 
4.3 Results’ Discussion 
Machine Learning algorithms including Linear Regression, Support Vector Regressor (SVR), 
Random Forest, and Gradient Boosting were employed to forecast sales for God’s Riches 
Electronics store. Key performance metrics such as Mean Squared Error (MSE), Mean Absolute 
Error (MAE), Root Mean Squared Error (RMSE), and R-squared Score were recorded for each 
algorithm to assess their accuracy as shown in Table 2. Based on the 𝑅ଶ score, the Gradient 
Boosting Algorithm emerged as the most suitable, achieving an accuracy of 87.18%. 
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Table 2: Evaluation of Algorithm Performance 
 Algorithms Mean Squared 

Error 
Mean Absolute 
Error 

Root Mean 
Squared Error 

𝑹𝟐 Score 

1 Linear Regression 5.065975e+12 1.924045e+06 2.250772e+06 -0.388765 
2 SVR 3.958849e+12 1.123358e+06 1..989686e+06 -0.085262 
3 Random Forest 5.162507e+11 4.964211e+05 7.185059e+05 0.858477 

4 Gradient Boosting 4.677407e+11 5.387468e+05 6.839157e+05 0.871776 
 
Linear Regression, with an MSE of 5.07×10ଵଶ, MAE of 1.93×10଺, and RMSE of 2.25×10଺, exhibited 
poor performance, as evidenced by the negative R² score of -38.9%. This negative score suggests 
that the model fits the data worse than a simple mean prediction. The high error values imply that 
Linear Regression fails to capture the complexity and non-linear patterns inherent in the retail sales 
data, making it a less suitable choice for this prediction task. Support Vector Regression (SVR) 
showed some improvement over Linear Regression, with an MSE of 3.96×10ଵଶ, MAE of 1.12×10଺, 
and RMSE of 1.99×10଺. However, it still underperformed, as indicated by the negative R² score of 
-8.5%. This suggests that SVR, while slightly better at capturing the data's patterns than Linear 
Regression, is still inadequate for accurate retail sales prediction due to its inability to effectively 
model the non-linear relationships in the data. 
 
Random Forest demonstrated a significant leap in performance, achieving an MSE of 5.16×10ଵଵ, 
MAE of 4.96×10ହ, and RMSE of 7.19×10ହ. The positive R² score of 85.5% indicates that Random 
Forest can explain a substantial portion of the variance in the retail sales data. The ensemble 
nature of this algorithm allows it to capture complex interactions and non-linear patterns more 
effectively than the simpler models, making it a robust choice for this prediction task. Among the 
four algorithms, Gradient Boosting emerged as the best performer with an MSE of 4.68×10ଵଵ, MAE 
of 5.39×10ହ, and RMSE of 6.84×10ହ. Its R² score of 87.2% is the highest, indicating that Gradient 
Boosting captures the intricate relationships within the retail sales data most accurately. This 
makes Gradient Boosting the most effective model for predicting retail sales, as it offers the lowest 
error metrics and the highest explanatory power among the evaluated algorithms. 
 
The results of our study align with and expand upon the findings of previous research in retail sales 
prediction. Similar to Cheriyan et al. (2018) and Nana et al. (2022), our analysis confirms the 
superior performance of Gradient Boosting algorithms in capturing intricate patterns within sales 
data, demonstrating a high accuracy and reliability in prediction. Our Gradient Boosting model 
achieved an accuracy score of 87.2%, consistent with Cheriyan et al.'s reported accuracy of 98% 
for sales trend forecasting. Moreover, the effectiveness of ensemble learning models, highlighted 
by Raizada et al. (2021) and Mallik et al. (2022), is evident in our study as well, with Random Forest 
achieving an accuracy score of 85.5%. These findings underscore the robustness of ensemble 
methods in handling complex, non-linear relationships in retail data. 
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5. CONCLUSION  
 
Sales forecasting is essential for every company, particularly large ones, due to the complexity of 
considering numerous factors. To set and achieve realistic goals, retail chains consistently aim to 
forecast sales accurately. In this study, we utilized four machine learning algorithms for sales 
forecasting: Linear Regression, SVR, Random Forest, and Gradient Boosting. Among these, the 
Gradient Boosting model demonstrated superior performance, achieving the highest accuracy and 
lowest error rates. While our model achieves promising results, it is not without limitations. One 
potential limitation is the availability and quality of data, which may vary across different retail 
chains and regions in Nigeria. Additionally, our model may not fully capture all factors influencing 
retail sales, leaving room for further refinement and enhancement.  
 
In conclusion, the results obtained from this study demonstrate that ensemble methods, 
particularly Gradient Boosting, provide superior performance in predicting retail sales compared to 
Linear Regression and SVR. While Random Forest also performs well, Gradient Boosting's ability to 
further reduce errors and increase the R² score makes it the most accurate model for this dataset. 
Therefore, for practical implementation in retail sales prediction, Gradient Boosting is 
recommended due to its robustness and accuracy in handling complex data patterns. 
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